
Incident Aug. 27, 2021:
Increased error rate on
Master Data
Availability: Partial Outage

% of clients affected: All stores

Duration of incident: 80 minutes

Symptoms

From 22h36 to 23h56 UTC, customers that tried to use VTEX stores would receive an
error when trying to complete a purchase.

Summary

At 22h36 UTC, we identified an error rate increase for the Master Data and Logistics
services. We discovered that one of our data clusters stopped responding and started
returning errors.

To be the trusted partner to your success, our team is working on follow-up actions
to ensure that this incident does not happen again and that we identify and recover from
future incidents faster. We are committed to improving our systems to guarantee a reliable
and trusted experience.



Timeline

[2021-08-27 22:36 UTC] Our monitoring systems notified us of anomalous behavior from the
Master Data service, and our team started investigating the issue.

[2021-08-27 22:45 UTC] We identified failures in one of our data clusters and started
mitigation actions. Logs indicated that the Logistics service was the most affected.

[2021-08-27 23:14 UTC] Logs indicated an error rate increase for the OMS service.

[2021-08-27 23:15 UTC] Logs indicated an error rate increase for the Checkout service when
communicating internally with Master Data.

[2021-08-27 23:40 UTC] We reconfigured our infrastructure to mitigate the impact caused by
the increase in requests to our Master Data service, as our team further investigated the
incident’s root cause.

[2021-08-27 23:56 UTC] Normal operations were fully reestablished.

Mitigation strategy

We scaled up our data cluster and also a fallback one. Once the clusters finished
scaling and started receiving fewer requests, our services started returning fewer errors.
Some services required manual intervention to accelerate recovery.

Follow-up actions: preventing future failures

As a follow-up to this incident, we will proactively improve our alarms to detect
Master Data and our other data clusters degradation. We’ll also enhance our clusters’
infrastructure to prevent these kinds of issues. As a result, fallback clusters will handle the
request volume better if one occasionally fails.


